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Abstract—Cuckoo filter (CF) and its variants are emerging
as replacements of Bloom filters in various networking and
distributed systems to support efficient set representation and
membership testing. Cuckoo filters store item fingerprints di-
rectly with two candidate buckets and a reallocation scheme is
implemented to mitigate the bucket overflow problem for higher
space utilization. Such a reallocation scheme, once triggered,
however, can be time-consuming. This shortcoming makes the
existing CFs not applicable for insertion-intensive scenarios such
as online applications wherein the items join and leave frequently.
To this end, in this paper, we propose the Vertical Cuckoo filter
(VCF) which extends the standard Cuckoo filter by providing
more candidate buckets to each item. Another challenging issue
with such a design is how to ensure that the candidate buckets
can be indexed by each other such that no additional hash
computation and item access are necessary during fingerprint
reallocation. Therefore, we present the vertical hashing, which
indexes the candidate buckets with the fingerprint and given
bitmasks. We further generalize and improve the VCF by
realizing k (≥ 4) candidate buckets and avoiding unnecessary
computation. The comprehensive experiments indicate that VCF
outperforms its same kinds in terms of space utilization and
insertion throughput, with a slight compromise of lookup speed.

Index Terms—Cuckoo filter, vertical hashing, space utilization,
insertion throughput, false positive rate, insertion-intensive

I. INTRODUCTION

Many caches, routers and storage systems in networking and
distributed systems, relying on space-efficient data structures
to decide whether a given item exists in a large set of items [1]
[2]. The most well-known data structures are Bloom filter (BF)
[3] and its variants, which provide high memory efficiency at
the cost of a few false positives. However, standard Bloom
filters cannot delete existing items without rebuilding the entire
filter. A body of work try to fix this drawback, including
Counting Bloom filters (CBF) [4], d-left counting Bloom
filters (dlCBF) [5], quotient filters [6], TinySet [7] and etc.
These efforts, however, often suffer from degradation in either
space or time efficiency, though Rank-Indexed Hashing [8]
makes a minor improvement on space-saving.

To this end, Cuckoo filter (CF) [9] is proposed for better
space utilization and faster deletion as a light-weight proba-
bilistic data structure. Unlike Bloom filters, the Cuckoo filter
stores the item fingerprints directly in two candidate buckets.
If both candidates are fully occupied, CF kicks out a stored
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fingerprint from the candidate buckets to accommodate the
coming item while reallocating the victim to its alternative
bucket. Such a reallocation process ends successfully when no
more victims are triggered or failed if the number of such re-
allocations reaches a given threshold. Efforts have been made
to further improve its performance in terms of false positive
rate (Adaptive Cuckoo filter [10]), flexibility (the consistent
Cuckoo filter [11]), key set extension (Dynamic Cuckoo filter
[12]), theoretical guarantee (the simplified Cuckoo filter [13]),
lookup throughput (Vacuum filter [14], Morton filter [15]), etc.

However, the state-of-the-art Cuckoo filters rely on the
reallocation process for higher space utilization, making item
insertion time-consuming, especially when the filter is nearly
full [16]. Such designs are not friendly for insertion-intensive
online applications where items insert and delete frequently.
An intuitive insight, as stated in D-ary Cuckoo filter (DCF)
[17], is to explore more candidate buckets so that the filter can
find an empty bucket slot without reallocation. Nevertheless,
the d-ary cuckoo hashing is so cumbersome that a lot of
calculation overhead and time consumption are caused in the
insertion, lookup, and deletion processes.

This paper presents the Vertical Cuckoo filter (VCF), a
new Cuckoo filter design that also implements more than two
candidate buckets for each item. Standard CF can achieve
higher space utilization (i.e., load factor) by extending the
bucket size, while VCF does better in a vertical direction, i.e.,
increasing the number of candidate buckets. So we dub this
design the Vertical Cuckoo filter. We propose a novel indexing
scheme called vertical hashing to ease the reallocation process,
which easily derives out the candidate buckets with item
fingerprint and predefined bitmasks. This design benefits the
VCF from two aspects. First, the candidate buckets for an
arbitrary item can be indexed with each other without addi-
tional hash computation nor access to item content. Second,
VCF needs less hash computation for item insertion than the
existing Cuckoo filters. Because CF must execute one hash
computation when reallocating an evicted fingerprint. In this
manner, VCF achieves higher insertion throughput by avoiding
unnecessary fingerprint reallocation and hash computation.

Moreover, we further improve VCF from two aspects. First,
we generalize the number of candidate buckets for each item
in VCF from the fixed 4 to a flexible k (≥ 4). By doing
so, VCF provides a methodology to replace independent hash
functions used by other sketches while still guaranteeing the



Table I
COMPARISON OF DATA STRUCTURES.

Data structure Space Throughput Deletion

BF [3] 1× 1× no
CBF [4] 4× < 1× yes
CF [9] ≤ 1× ∼ 10× yes

4-ary CF [17] ≤ 0.98× ∼ 3.78× yes
VCF ≤ 0.98× ∼ 20× yes

randomness of the output. Second, we put forward two VCF
variants to realize a proper trade-off between false positive rate
and load factor. Specifically, the first variant realizes dynamical
adjustments of performance by changing the bitmasks in VCF.
While the second variant changes the threshold of fingerprint
hash value to achieve almost the same effect as the first one.

We show the empirical results through a brief compari-
son among several related approximate membership lookup
(AMQ) structures in both space utilization and insertion
throughput in Table I. VCF has the most remarkable advan-
tages compared to all other methods. The contributions of this
paper can be summarized as follows:
• We present the vertical hashing strategy and use it to

design VCF, a novel redesign of the Cuckoo filter that
can provide multiple candidate buckets for each item.

• We further improve the VCF by generalizing the number
of candidate buckets to k (≥ 4) and present two methods
to make performance metrics tunable.

• We conduct theoretical analysis and comprehensive ex-
periments to compare VCF with the existing methods.
The numerical results demonstrate that VCF can cut the
insertion time by half than CF and lead to an increment
of space utilization, with an acceptable compromise of
lookup speed.

The rest of this paper is organized as follows. Section II
reviews the background and the related work; Section III
describes the vertical hashing and the design principle of VCF.
This section also shows how to generalize VCF to k-VCF;
Section IV describes two variants of VCF. Section V presents
a theoretical analysis of VCF in different situations and proves
that VCF always offers the best performance. Section VI eval-
uates our design with comprehensive experiments compared
with DCF and CF. Finally, Section VII concludes this work.

II. RELATED WORK

A. Bloom Filter and Its Variants

Bloom filter. As the most well-known AMQ data structure,
Bloom filter (BF) provides a compact representation of a set
of items, which supports set membership insertion and lookup
effectively. A BF represents items with a bit array of length
m, and all m bits are initially set as 0. For item insertion
of xi in the set S = {x1, x2, . . . , xn}, k independent hash
functions {h1, h2, . . . , hk} are employed to map the item to
k positions in the array. The mapped positions, i.e., hj(xi)
where j ∈ {1, . . . , k}, in the bit array are all set to 1.
To achieve a set membership lookup, the BF checks the k

corresponding positions in the bit array. If all bits are 1, the
lookup returns true; otherwise, it returns false. BF is a space-
efficient probabilistic data structure [18] with a known false
positive probability ξ, and no false negative probability for set
membership queries. To be specific, an item may be affirmed
as the set member when its k hashed positions in the bit array
are set as 1, due to the unavoidable hash conflicts. The false
positive rate is ξBF = (1−e−kn/m)k. BF requires more space
overhead to achieve lower false positives. Naturally, standard
BF does not support item deletions. The reason is that resetting
the corresponding bits from 1 to 0 directly may cause false
negative results for other items.

Counting Bloom filter. Counting Bloom filter (CBF) [4]
extends the BF by adding a counter for each item of the data
structure. In this way, these counters help CBF to support item
deletion without affecting the existence of other items [19].
CBF also supports constant-time membership lookup.

d-left Counting Bloom filter. dlCBF proposes to replace
the general hash functions in CBF with a d-left hash function
[20] [21]. Compared with CBF, dlCBF achieves half space-
saving with the same false positive and two magnitude reduc-
tion of false positive rate with the same spatial scale.

B. Cuckoo Filter and Its Variants

Cuckoo filter. The recently proposed Cuckoo filter is a
light-weight probabilistic data structure to support item dele-
tions and constant-time membership queries. Structurally, a CF
is a table of m buckets, each of which contains b slots. CF
achieves satisfactory space efficiency for a given false positive
rates [9] when b = 4. Every slot stores an f -bit fingerprint
ηx of an item x, where ηx = h0(x) mod 2f . Standard CF
provides two candidate buckets B1(x) and B2(x) for each
item x through the partial cuckoo hashing technique [22]:

B1(x) = hash(x),

B2(x) = B1(x)⊕ hash(ηx)
(1)

The XOR operation in Equ. 1 ensures that the cyclic access
of two candidate buckets for an item x can be achieved by
utilizing only its fingerprint. To insert an item x, CF computes
its fingerprint ηx and indexes of the two alternate buckets
B1(x) and B2(x). Thereafter, the fingerprint ηx is stored in
bucket B1(x) or B2(x) if there is an empty slot. Otherwise,
if both candidates are occupied, the CF performs the eviction.
It randomly kicks out a fingerprint in one of the candidates
and then reinserts ηx in the slot that has just been vacated.
At the same time, CF calculates the other candidate bucket of
the victim fingerprint and tries to reinsert it into that bucket.
The CF recursively performs the eviction until a bucket has
an available slot or the number of such relocations reaches a
given threshold MAX . In the process of membership lookup
of set A, CF checks whether the fingerprint ηx is stored in the
two candidate buckets B1(x) and B2(x). If that fingerprint is
found, CF judges x ∈A, otherwise, x /∈A. However, for an
item y /∈A, CF may find a fingerprint that is the same as f -bit
fingerprint of y in one slot of candidate buckets. The reason
is that the potential hash collisions of fingerprints cause false



positive errors. Theoretically, the false positive rate of CF is
bounded as ξCF = 1− (1− 1

2f
)2b ≈ b

2f−1 when the size of a
fingerprint is f and each bucket has b slots.

Dynamic Cuckoo filters. Dynamic Cuckoo filter [12] sup-
ports the extension of the key set by using many linked
homogeneous CFs. However, each lookup needs to check all
linked CFs, which causes a dynamic Cuckoo filter with lower
lookup throughput and a higher false positive rate.

Vacuum filters.Vacuum Filters (VF) [14] divides the whole
table into multiple equal-size chunks and ensures two candi-
date buckets of each item in the same chunk. VF addresses
the issue that CF can only achieve its claimed advantage in
memory-efficiency when the size of the table is restricted to a
power of two, with a slight improvement in space utilization
and lookup throughput compared with CF.

Morton filters. Morton Filter (MF) [15] is designed to
provide high lookup throughput for unique hierarchical mem-
ory systems. MF introduces a compressed block format that
permits storing a logically sparse filter compactly in memory.
Besides the fingerprint storage array, each MF block contains
overflow flags and bucket counters by extending extra bits.
MF is claimed faster than CF on the ARM architecture.

D-ary Cuckoo filter. By allowing that each item has more
than two candidate buckets, D-ary Cuckoo Filter (DCF) [17]
achieves efficient space utilization. DCF introduces the base-d
digit-wise XOR operation that satisfies the limitation of only
fingerprints available. Two keys X and Y need to be converted
to their base-d form Xd and Yd at first, as XOR here is defined
in the base-d system. The result will be guaranteed to cycle
back to X if it performs the base-d digit-wise XOR operation
on Y for d times. Take d = 4 (each item has four candidate
buckets) as an example, the operation XOR here guarantees:

X4 = X4 ⊕ Y4 ⊕ Y4 ⊕ Y4 ⊕ Y4 (2)

However, Dynamic Cuckoo filter performs worse than CF
in false positive rate and lookup efficiency. The performance
improvements made by VF are negligible. MF only supports
certain lengths of fingerprints (hence specific false positive
rates). DCF needs to convert each index to base-d form
and then convert it back to binary form, increasing time
and calculation consumption of item insertion and lookup. In
insertion-intensive scenarios, both comprehensive high-speed
operations and maximized space utilization are essential for a
proper filter. In contrast, these CF variants suffer from severe
performance degradation that significantly restricts their appli-
cations in such scenarios. So we propose the Vertical Cuckoo
Filter to solve these problems with excellent comprehensive
performance and incredibly high insertion throughput.

III. DESIGN OF VERTICAL CUCKOO FILTERS

This section introduces a novel indexing method called
vertical hashing to ease the reallocation when inserting an
item. After that, the Vertical Cuckoo filter (VCF) is proposed
based on the vertical hashing. Generalizations of both vertical
hashing and VCF are also attached in this section.

1 0 0 1 1 1 0 0

1 0 0 1 0 0 0 0

0 0 0 0 1 1 0 0

Figure 1. An illustrative example of the fragmentation of the fingerprint’s
hash value.

A. Vertical Hashing

1) Standard vertical hashing: To ease the fingerprint re-
allocation and computation, we present vertical hashing to
index the candidate buckets with each other. It divides the
fingerprint’s hash value into multiple fragments using bitmasks
(bms). The vertical hashing implement cyclical access to
multiple buckets, which can be indexed by each other by
performing xor operations on these fragments. Specifically,
the implementation process is composed of two main steps.

First, for an f -bit fingerprint of each item to insert, vertical
hashing divides its fingerprint into two fragments by perform-
ing AND operations on the hash value with two bitmasks,
respectively. Each AND operation with a bitmask only keeps
half of the fingerprint. In Fig. 1, we use an 8-bit fingerprint as
an example, i.e., f = 8, and the fingerprint’s hash value of the
inserted item is hash(ηx) = 10011100 (expressed in binary).
Thereafter, we derive out the two hash value fragments f1 and
f2 by performing AND operations between the hash(ηx) and
bm1 and bm1, respectively. Thereby, the first fragment f1 can
be calculated as f1 = hash(ηx) ∧ bm1 = 10010000.

Second, based on the two fragments of fingerprint, we derive
four candidate buckets that can be indexed by each other
directly. Here is the detail:

B1(x) = hash(x),

B2(x) = B1(x)⊕ f1 = B1(x)⊕ hash(ηx) ∧ bm1,

B3(x) = B1(x)⊕ f2 = B1(x)⊕ hash(ηx) ∧ bm2,

B4(x) = B1(x)⊕ f = B1(x)⊕ hash(ηx)

(3)

Theorem 1: Only when bm1 = ¬bm2, vertical hashing can
circularly access all four candidate buckets for any item via its
current location, fingerprint and bitmasks, without additional
hash computation nor the access of its content.

Proof of Theorem 1: To displace an item x originally
in a bucket Bi, vertical hashing directly calculates its other
alternate buckets Bm, Bn and Bj from the current bucket
index Bi and the fingerprint ηx stored in this bucket by:

Bm = Bi ⊕ hash(ηx) ∧ bm1,

Bn = Bi ⊕ hash(ηx) ∧ bm2,

Bj = Bi ⊕ hash(ηx)

(4)

When bm1 = ¬bm2, substituting Bi of Equ. 4 with B2(x) in
Equ. 3, we can derive that Bm = B1(x), Bn = B4(x) and
Bj = B3(x). Let Bi = B1(x), Bi = B3(x) or Bi = B4(x),
we have the same conclusion.



We further consider a special case wherein hash(ηx) is
shaped like ∗ ∗ ∗ ∗ 0000 or 0000 ∗ ∗ ∗ ∗ (∗ = 1 or 0)
in the example of Fig. 1. Then we may only have two
candidate buckets since Bi, Bj = Bm or Bn. Assuming that
the fingerprint size of VCF is f , we can give the probability of
obtaining different alternate buckets successfully as follows.

P = 1 + 2−f − 21−
f
2 (5)

The probability that an item has only two candidate buckets
is small. Precisely, in our case, only one-eighth of the inser-
tions in Fig. 1 have two candidate buckets. With the increase
of fingerprint length, this ratio will decrease rapidly. Besides,
failing to extend the number of buckets does not affect the
insertion, deletion, or query of VCF.

2) Generalized vertical hashing: We further enhance the
basic vertical hashing by extending the two bitmasks to
k − 2 (k > 4) bitmasks. Suppose that there are k−2 random
different bitmasks with the same size as the hash value of
fingerprints, then all of the k candidate buckets for a given
item x can be derived as follows:

B1(x) = hash(x),

B2(x) = B1(x)⊕ hash(ηx) ∧ bm1,

B3(x) = B1(x)⊕ hash(ηx) ∧ bm2,

. . . . . .

Bk−1(x) = B1(x)⊕ hash(ηx) ∧ bmk−2,

Bk(x) = B1(x)⊕ f = B1(x)⊕ hash(ηx)

(6)

Theorem 2: According to Equ. 6, for an item x, its any
candidate bucket Be(x) (1 < e < k) can be derived out
through any other candidate bucket Bg(x) (1 < g < k) with
the equation as follows.

Be(x) = Bg(x)⊕ hash(ηx) ∧ bmg ⊕ hash(ηx) ∧ bme (7)

Proof of Theorem 2: Since Bg(x) = B1(x)⊕hash(ηx)∧
bmg , we have Bg(x)⊕hash(ηx)∧bmg = B1(x). Substituting
this equation into Equ. 7, it is evident that Be(x) = B1(x)⊕
hash(ηx)∧bme. It proves that the generalized vertical hashing
can also circularly access all k−1 candidate buckets of Be(x)
with the bme as prior knowledge.

B. The Vertical Cuckoo Filters

Compared to partial cuckoo hashing, vertical hashing pro-
vides more candidate buckets for a given item, so each item
has a greater probability of finding an empty slot during the
insertion process, reducing the hash computation of fingerprint
reallocations. Moreover, vertical hashing is far more concise
in calculation than base-d digit-wise XOR operation in DCF.
Therefore, using vertical hashing can help VCF obtain higher
space utilization and insertion throughput than CF and faster
insertion, lookup, and deletion than DCF.

Like CF, VCF also uses slots as the basic unit of the
cuckoo hash tables, and each slot stores only one fingerprint.
Several such slots constitute a bucket, and these ranked buckets
construct a hash table for VCF. By using vertical hashing, VCF
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Figure 2. An illustrative example of VCF insertion.

can generally index four candidate buckets with the fingerprint
and bitmasks. However, VCF may only get two candidate
buckets as the insertion of item y shown in Fig. 2.

Insertion. The insertion of VCF is shown in Fig. 2. Suppose
x is the item to be inserted, and the sequence numbers of its
four candidate buckets are 1, 3, 5, and 7, as shown in Fig.
2(a). If any of these four candidate buckets have an empty
slot, we can store x there. Otherwise, if all candidate buckets
(1, 3, 5, and 7) are occupied, VCF will randomly choose
one of the candidate buckets, say bucket 3, and evict an item
randomly from it, e.g., item c. Then we reinsert this victim
item to its other alternate buckets. In this example, the victim
c will trigger another relocation of item y in bucket 8. Then
y will be reallocated to its alternative candidate bucket, i.e.,
bucket 5. This allocation procedure continues until an empty
slot is available or the times of such reallocations reach the
predefined threshold. The final storage state is shown in Fig.
2(b). Once the eviction times reach the threshold, the VCF
is considered too full to insert more items. Thus, the VCF
insertion returns an insertion failure. The details are shown in
Algorithm 1.

Lookup. The item lookup of VCF is shown in Algorithm 2.
For a given item x, the algorithm first calculates its fingerprint
and four candidate buckets according to Equ. 3. When any
existing fingerprint in these bucket matches, the VCF returns
true; otherwise, it returns false. VCF has no false negatives,
just like CF. Notice that if VCF fails to provide four candidate
buckets, only two buckets are involved in the lookup process.

Deletion. The deletion process of VCF is detailed in al-
gorithm 3. Similar to the lookup process, it checks all four
candidate buckets for the given item first. If any matched
fingerprint is found, one copy of that fingerprint will be
removed from the bucket. Similar to CF, VCF also overcomes
the mis-deletion problem. To be specific, even if several items
have the same candidate buckets and also have the same
fingerprint in one of these shared buckets, VCF can delete
all or part of these items safely as long as they have been
previously inserted.



Algorithm 1: Insert (x) in VCF
1 define bm1 and bm2;
2 f=fingerprint(x);
3 i1 = hash(x);
4 i2 = i1 ⊕ hash(f ) ∧ bm1;
5 i3 = i1 ⊕ hash(f ) ∧ bm2;
6 i4 = i1 ⊕ hash(f );
7 if Bucket[i1] or Bucket[i2] or Bucket[i3] or Bucket[i4] has

an empty slot then
8 add f to that bucket;
9 return Done;

10 // must relocate existing items;
11 Bi = randomly pick i1, i2, i3 or i4;
12 for s=0; s<MaxNumKicks; s+ + do
13 randomly select a slot e from Bucket[Bi];
14 swap f and the fingerprint stored in slot e;
15 Bm = Bi ⊕ hash(f ) ∧ bm1;
16 Bn = Bi ⊕ hash(f ) ∧ bm2;
17 Bj = Bi ⊕ hash(f );
18 if Bucket[z] (z = Bm, Bn or Bj) has an empty slot

then
19 add f to Bucket[z];
20 return Done;

21 Bi = randomly pick Bm, Bn or Bj ;

22 // Hashtable is considered full;
23 return Failure

Algorithm 2: Lookup (x) in VCF
1 f=fingerprint(x);
2 i1 = hash(x);
3 i2 = i1 ⊕ hash(f ) ∧ bm1;
4 i3 = i1 ⊕ hash(f ) ∧ bm2;
5 i4 = i1 ⊕ hash(f );
6 if Bucket[i1] or Bucket[i2] or Bucket[i3] or Bucket[i4] has
f then

7 return True;

8 return False

Algorithm 3: Delete (x) in VCF
1 f=fingerprint(x);
2 i1 = hash(x);
3 i2 = i1 ⊕ hash(f ) ∧ bm1;
4 i3 = i1 ⊕ hash(f ) ∧ bm2;
5 i4 = i1 ⊕ hash(f );
6 if Bucket[i1] or Bucket[i2] or Bucket[i3] or Bucket[i4] has
f then

7 remove a copy of f from that bucket;
8 return True;

9 return False
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Figure 3. An illustrative example of k-VCF insertion.

C. Generalization of Vertical Cuckoo Filters

VCF can be generalized to k-VCF that has k (k > 4)
candidate buckets for each given item, using the generalized
vertical hashing and additional mark bits. k-VCF can also
circularly access all of the k candidate buckets.

However, k-VCF does not satisfy Theorem 1 like VCF, so it
must add the mark bits to label the bitmasks, i.e., eth of bme

in Equ. 7 for each slot. Consequently, each slot must have two
fields, the fingerprint field and the counter field. For example,
k-VCF needs to add extra three bits as a counter field based
on a fingerprint when k = 7. Take Fig. 3 as an example, to
insert an item x into the k-VCF where all of the candidate
buckets are full, the item eviction process is triggered. Then
k-VCF will randomly choose a victim bucket, such as bucket
1 in Fig. 3(a), as well as a random slot in that bucket. After
accessing both the fingerprint field and the counter field of
bucket 1, k-VCF will compute another candidate bucket by
Equ. 7, such as bucket 3 in Fig. 3(a). This insertion procedure
will end until a bucket with an empty slot is found, such as
bucket m− 1 in Fig. 3(a) or the times of such displacements
reach the predefined threshold.

Most current sketch data structures, such as Count-Min
Sketch [23], Adaptive Sketch [24], and Level Hashing [25],
have to execute two or more hash calculations to index the
corresponding blocks. By contrast, k-VCF only requires one
hash computation, i.e., to derive out the item fingerprint.
Therefore, k-VCF can provide a much faster lookup in most
cases. Besides, most concurrent cuckoo hash tables fail to
efficiently address the problem of endless loops during item
insertion due to the potential hash collisions [26]. However,
as the number of candidate buckets increases, the probability
of such endless loop formation in both VCF and k-VCF can
be significantly reduced.

IV. VARIANTS OF VERTICAL CUCKOO FILTERS

VCF improves the load factor by increasing the candidate
buckets while also causes an increase in false positives.
Although the easiest way to reduce the false positive rate is to
reduce the number of slots of buckets in VCF, this method will



result in a more significant compromise of space utilization.
Extensive experiments have proved that VCF uses buckets of
size four cannot improve CF with buckets of size two or three
under the same table size. Therefore, reducing the number of
slots in candidate buckets of VCF is not an advisable choice.

To this end, all VCFs and their variants mentioned in this
paper keep four slots per candidate bucket. We introduce two
innovative methods called Inversed Vertical Cuckoo Filters
(IVCF) and Differentiated Vertical Cuckoo Filters (DVCF) to
make a proper trade-off between load factor and false positive
rate. As k-VCF is different from VCF and CF structurally,
IVCF and DVCF are not applied to k-VCF.

A. The Inversed Vertical Cuckoo Filters

IVCF changes the bitmask forms in VCF and realizes the
trade-off among false positive rate, load factor, and throughput
of insertion, lookup, and deletion. As long as the two bitmasks
satisfy bm1 = ¬bm2, such as 0101010 and 1010101, they can
be implemented in VCF. When all bits in bm1 are 0 or 1,
VCF will be degraded as CF and only provide two candidate
buckets, as mentioned in Section III-A.

Assume that VCF use f -bits fingerprints, and there are l
(0 < l < f ) 0s and f − l 1s in bm1. We can formulate the
probability P that VCF will provide 4 candidate buckets as
follows.

P = 1− 2l + 2f−l − 1

2f
≈ 1− 2l−f − 2−l, (8)

where l is the number of 0s in bm1.
From the above equation, as long as the value of |2l − f |

decreases while f remains unchanged, the value of P will
increase. A larger f will also cause a higher P with the same
|2l − f |. For example, when f = 8, the probability P will
approximate to 7

8 when l = 4, while P decreases rapidly to 1
2

when l = 7. In addition, suppose that VCF increases the length
of fingerprint to 16 bits and 2l− f remains 0, i.e. f = 16 and
l = 8, then P ≈ 0.9922. With such a probability, VCF can
provide 4 candidate buckets for most items.

The failure to provide four candidate buckets may lower
the overall load factor for item insertion and lower the false
positive rate for membership testing. In other words, larger P
causes a higher load factor and also a higher false positive
rate, and vice versa. Therefore, we can implement a proper
trade-off between load factor and false positive rate by altering
the P by adjusting the bitmasks. We name this method the
Inversed Vertical Cuckoo Filters, meaning to convert VCF
to CF through a lower P . As the length of fingerprint f is
unchanged in IVCF, we can only change the number of 0-bits
in bm1, i.e., l, to achieve the performance trade-off. However,
IVCF cannot arbitrarily look for trade-offs because IVCF can
only set the bitmasks into a few fixed forms, causing P to be
discrete, such as P ≈ {0, 0.49, 0.73, 0.84, 0.87} when f = 8.

It is proved that different bitmask forms will lead to an
unequal probability of scaling the number of candidate buck-
ets. IVCF takes advantage of this property to achieve a flexible
trade-off. Besides, the failure to increase the number of buckets

Algorithm 4: Insert (x) in DVCF
1 define bm1, bm2 and the threshold ∆t;
2 f=fingerprint(x);
3 if f ∈ [T/2−∆t, T/2 + ∆t] then
4 i1 = hash(x), i2 = i1 ⊕ hash(f ) ∧ bm1, i3 = i1 ⊕

hash(f ) ∧ bm2, i4 = i1 ⊕ hash(f );
5 if Bucket[i](i = i1,2,3 or 4) has an empty slot then
6 add f to that bucket;
7 return Done;

8 else
9 i1 = hash(x), i2 = i1 ⊕ hash(f );

10 if Bucket[i1] or Bucket[i2] has an empty slot then
11 add f to that bucket;
12 return Done;

13 Bi = randomly pick one from any Bucket[i];
14 for s=0; s<MaxNumKicks; s+ + do
15 randomly select a slot e from Bucket[Bi];
16 swap f and the fingerprint stored in slot e;
17 if f ∈ [T/2−∆t, T/2 + ∆t] then
18 Bm = Bi ⊕ hash(f ) ∧ bm1, Bn = Bi ⊕ hash(f )

∧ bm2, Bj = Bi ⊕ hash(f );
19 if Bucket[z] (z = Bm, Bn or Bj) has an empty

slot then
20 add f to Bucket[z];
21 return Done;

22 Bi = randomly pick Bm, Bn or Bj ;

23 else
24 Bj = Bi ⊕ hash(f );
25 if Bucket[Bj ] has an empty slot then
26 add f to Bucket[Bj ];
27 return Done;

28 Bi = Bj ;

29 return Failure

does not affect the insertion, lookup, and deletion operations.
Consequently, Algorithm 1, Algorithm 2 and Algorithm 3 in
Section III-B are also appropriate for IVCF.

B. The Differentiated Vertical Cuckoo Filters

To solve the problem that IVCF cannot arbitrarily seek
trade-offs, we present DVCF, which uses the same bitmasks
as standard VCF. At first, DVCF divides the value range of
hash(ηx) in Equ. 3 into two parts by setting a threshold ∆t.
The first interval In1 is [T/2−∆t, T/2+∆t], and the second
interval In2 is [0, T/2−∆t]∪[T/2+∆t, T ]. Thereafter, DVCF
differentiates the fingerprints lie in these two intervals and
provides different number of candidate buckets to them.

As shown in Algorithm 4, to insert an item x, DVCF will
first calculate the fingerprint and then determine which interval
this fingerprint belongs to. If it belongs to the first interval,
i.e., In1, then DVCF will obtain its four candidate buckets by



Equ. 3; otherwise, DVCF will derive out two candidate buckets
by Equ. 1. During each relocation, the judgment about the
victim’s location is necessary before reinserting this victim.

The insertion method in Algorithm 4 provides 4 candidate
buckets for all the coming items which belong to In1 since
Bi, Bj = Bm or Bn in Equ. 4 is not satisfied. In other words,
DVCF is the combination of VCF and CF by implementing
the intervals. Therefore, assume DVCF uses f -bit fingerprints,
the proportion p of items with four candidate buckets can be
calculated as follows.

p =
2∆t

T
=

2∆t

2f
(9)

Algorithm 5: Lookup (x) in DVCF
1 f=fingerprint(x);
2 if f ∈ [T −∆t, T + ∆t] then
3 i1 = hash(x);
4 i2 = i1 ⊕ hash(f ) ∧ bm1;
5 i3 = i1 ⊕ hash(f ) ∧ bm2;
6 i4 = i1 ⊕ hash(f );
7 if Bucket[i1] or Bucket[i2] or Bucket[i3] or Bucket[i4]

has f then
8 return True;

9 else
10 i1 = hash(x);
11 i2 = i1 ⊕ hash(f );
12 if Bucket[i1] or Bucket[i2] has f then
13 return True;

14 return False

Algorithm 6: Delete (x) in DVCF
1 f=fingerprint(x);
2 if f ∈ [T −∆t, T + ∆t] then
3 i1 = hash(x);
4 i2 = i1 ⊕ hash(f ) ∧ bm1;
5 i3 = i1 ⊕ hash(f ) ∧ bm2;
6 i4 = i1 ⊕ hash(f );
7 if Bucket[i1] or Bucket[i2] or Bucket[i3] or Bucket[i4]

has f then
8 remove a copy of f from that bucket;
9 return True;

10 else
11 i1 = hash(x);
12 i2 = i1 ⊕ hash(f );
13 if Bucket[i1] or Bucket[i2] has f then
14 remove a copy of f from that bucket;
15 return True;

16 return False

Table II
THE NOTATIONS USED FOR OUR ANALYSIS.

Notation Explanatory

f the length of fingerprint in bits
α the load factor (0 ≤ α ≤ 1)
b the number of slots per bucket
m the number of buckets
n the size of filter
d the number of candidate buckets
ξ the false positive rate
r the probability of providing 4 candidate buckets
C the average bits per item
β the rate of increase in load factor

Indeed, the p in Equ. 9 is the same as the P in Equ. 8.
The lookup and deletion operations of DVCF are also similar
to VCF, but with one more step of judgment, as shown in
Algorithm 5 and Algorithm 6 respectively. In conclusion,
DVCF achieves the trade-off between load factor and false
positive by adjusting the threshold, i.e., ∆t, at the cost of one
more step of judgment.

V. PERFORMANCE ANALYSIS

We present the analysis results on VCF in terms of the load
factor, false positive rate, space and time cost in this section.
The notations used for our analysis are shown in Table II.

A. Load Factor

We define the load factor as α = n/bm, i.e., the ratio
between the number of stored fingerprints and the filter’s ca-
pacity. In reality, there is no theoretical result of the α that fits
the four-slot table design [14]. Therefore, we use experiments
to test the maximum load factor for the standard CF and
VCF with the same parameter settings. The experiments show
that a VCF with million items can realize around 98% loads
when each bucket holds four fingerprints with 7 bits. VCF
can achieve almost 100% of the load factor when f = 18,
as shown in Fig. 4. If the hash table stores relatively short
fingerprints, the chance of insertion failures will increase due
to hash collisions, reducing the table occupancy ratio. Hence
a larger f leads to a higher load factor.

B. False Positive Rate and Space Cost

In our designs, the false positive rate of VCF depends on
three factors: 1) the length of fingerprint f ; 2) the probability

Figure 4. The load factor achieved with different fingerprint length in tables
with 220 slots.



of successfully providing four candidate buckets, denoted as
r (r = P or p, given in Equ. 8 and Equ. 9, respectively); 3)
the number of slots b in each bucket (usually set to 4).

When looking up a non-existent item x in a slot, the proba-
bility of mismatch (i.e., false positive error), is at most 1/2f .
The lookup algorithm must probe all slots in its candidate
buckets, and the number of these slots is related to both α and
d. Hence, the expected number of fingerprint comparisons is
(2r+2)bα. Therefore, the upper bound of the total probability
of false positive rate can be calculated as:

ξ = 1− (1− 1

2f
)(2r+2)bα ≈ 2(r + 1)bα

2f
(10)

In Equ. 10, ξ is proportional to the average bucket size
2(r+1)b. We use β = (α−α′)/α′ to represent the growth rate
of load factor, where α′ is the load factor of CF. We conclude
that the false positive rate of VCF increases (β + 1)(r + 1)-
fold compared to CF (where r = 0). Furthermore, the minimal
fingerprint size for a given target false positive ξ is:

f ≥ dlog2(2(r + 1)bα/ξ)e (11)

Similar to ξ, f depends on the average bucket size 2(r+1)b.
For a given set of items, the average space cost C is:

C = dlog2(2(r + 1)bα/ξ)e/α (12)

Unlike the standard CF, VCF can not only improve α by
increasing b but also adjust α and ξ by dynamically changing
the value of r. Because VCF improves the load factor such that
it can store more items with the same filter size compared to
standard CF, VCF is more space-saving than CF. For example,
when setting b = 4 and f = 10, the α of CF is 0.95. So the
bits per item for CF is 3.08 + 1.05 log2(1/ξ0), where ξ0 is
the false positive rate of CF. Given r = 1/2, the load factor
for VCF is α = 98%. Therefore, the bits per item for VCF is
2.98 + 1.02 log2(1/ξ0), which is smaller than CF.

C. Time Cost

The time cost for each lookup or deletion is constant in
both CF and VCF, as either of them only needs about 2(r +
1) memory accesses. However, the value of r in CF is 0,
which means VCF needs more time to look up or delete with
additional 2r memory accesses.

Wang et al. [14] use the average traversed number of buckets
to reflect the time cost for each insertion of CF indirectly.
Notice that the searching process follows the Bernoulli dis-
tribution with a successful rate 1 − α(2r+1)b in the insertion
algorithm. Therefore, the probability that all the (2r + 1)b
slots in the candidate buckets for an evicted fingerprint are full
is α(2r+1)b. The reason is that all fingerprints are uniformly
distributed among the buckets. Let π be the number of evicted
fingerprints, and E(πα) be the expectation of π under the load
factor α, then E(πα) can be estimated by:

E(πα) = (1− α(2r+1)b) + α(2r+1)b(E(πα) + 1) (13)

We have E(πα) = 1/(1 − α(2r+1)b), then the average
insertion cost E for serial insertions from load factor 0 to
α can be derived from the following formula:

E =

∫ α

0

E(πx)dx =

∫ α

0

1/(1− x(2r+1)b)dx (14)

In order to better analyze the experimental results, we
further improve Equ. 14 as Equ. 15, where λ means the
number of slots in the filter, while λ0 demotes the number of
inserted items when the filter reaches the theoretical maximum
space utilization. For example, let r = 0, b = 4, α = 0.95 and
λ0/λ = 0.98, then we have E0 = 11.3, which means the
standard CF needs to kick out almost 11.3 fingerprints for
each inserted item in our experiments. While with r ≈ 1,
b = 4, α = 0.995 and λ0/λ ≈ 1, we have E0 = 1.22
for VCF. The experimental results show that the VCF can
significantly reduce the number of eviction operations to
effectively decrease the time cost for insertion compared to
the standard CF.

E0 =
λ0
λ
E + 500(1− λ0

λ
) (15)

As mentioned in Section III-C, the endless loops during item
insertion will drastically impact space utilization and waste
time. Besides, due to the potential endless loops in insertion,
the filter suffers from its performance reliability problems.
However, VCF dramatically reduces the probability of endless
loops as the number of candidate buckets increases. In this
way, VCF can significantly improve space utilization, save
time cost, and make the insertion performance more robust.

VI. EVALUATION

This section empirically compares the performance of IVCF,
DVCF with the standard CF and DCF. To demonstrate the
effectiveness and efficiency of VCF, we test all filters on
a real-world dataset. We describe our experimental settings
and present the results of extensive simulations from sev-
eral orthogonal metrics: load factor, time consumption, false
positives, and the impact of parameters, i.e., the number of
candidate buckets k and the type of hash functions. The code
for Vertical Cuckoo Filter is opensource1.

A. Experimental Settings

Datasets. We use the real-world dataset Higgs2 as the input
of the filters. There are in total 28 kinematic features obtained
through particle detectors. We merge the third and fourth
features and then perform the data pre-processing through de-
duplication to build the dataset used in our experiments.

Metrics. For item insertion, we use load factor and time-
consumption to test the insertion throughput. We also indi-
rectly test the insertion time consumption through the average
number of fingerprint evictions. For item query, we compare
the lookup throughput via the average response time. After
querying all items that have never been stored, the ratio

1https://github.com/fptjy/vertical-cuckoo-filter
2https://archive.ics.uci.edu/ml/datasets/HIGGS



(a) α of IVCF. (b) α of DVCF.

CF

(c) Comparison of IVCF and DVCF in α.

Figure 5. The load factor for item insertion of IVCFs and DVCFs, with respect to the filter size.

between the number of TRUE returned by the filters and this
dataset’s size is recorded as their false positive rate. Besides,
we design several comprehensive experiments to explore the
impact of the parameter k in k−VCFs. Furthermore, we run
the filters with diverse hash functions to quantify their impacts.

Experiment setup. For all experiments, let MAX = 500
and f = 14. We vary the value of r from a small value to
nearly 1 in IVCFs and DVCFs. The hash function used in
our experiments is FNV hash3. All experiments are conducted
in a machine with an Intel Core i7 processor and 16GB
DRAM. We run each experiment one thousand times and then
report the average value. To understand how the IVCF and
DVCF achieve the trade-off between different performances,
we utilize seven IVCFs and eight DVCFs with different values
of r. To be specific, let IVCFi represent the IVCF that contains
i 1s in its first bitmask, and DVCFj denote the DVCF that
satisfies 2∆t = j × 0.125 × 214, where i and j are positive
integers. Note that r can be derived from Equ. 8 and Equ. 9.

Baselines. To better illustrate the advancements of vertical
hashing, we conducted experiments on CF, DCF ,and the
variants of VCF simultaneously with the same experimental
settings. As baselines, CF can be regarded as a kind of IVCFs
or DVCFs when r = 0. Besides, we fix d in DCF as 4.

B. Numerical Results

In this subsection, we present numerical results of filters,
for item insertion (load factor and time consumption), lookup
(average response time and false positive rate), and more
(different k in k-VCFs and hash functions) in Table III. These
results verify that all performance metrics of VCF are related
to r, yielding a trade-off among space, speed and accuracy.

Table III
THE RESULTS OF LF (LOAD FACTOR), IT (AVERAGE INSERT TIME), QT

(AVERAGE MIXED QUERY TIME) AND FPR (FALSE POSITIVE RATE).

LF(%) IT(us) QT(us) FPR(×10−3)

CF 98.16 15.86 18.10 0.485
DCF 99.94 32.80 53.77 0.967

VCF1-VCF 99.64-99.95 13.40-8.95 19.42-19.62 0.739-0.974
DVCF1-8 98.90-99.85 14.72-10.21 18.20-19.88 0.547-0.974

3http://www.isthe.com/chongo/tech/comp/fnv/index.html

1) Load Factor: We evaluate the load factor α for IVCF
and DVCF with the same filter size n (assume that n = 2θ, and
the parameter θ is varied from 10 to 23). In the experiments,
we first select n items randomly from the real-world dataset
and feed them to an empty filter with n slots. A small portion
of items fail to be stored as the number of eviction fingerprints
reached the predefined threshold. We also calculate the total
average value of α under different filter sizes to compare the
performance of VCFs using two different trade-off methods.
Fig. 5 shows the load factor achieved as we vary two param-
eters: 1) the probability of providing 4 candidate buckets, i.e.,
r; 2) the filter size n.

Fig. 5 records the improvement of load factor α with
increment of r. When r = 0.9844, the table occupancy ratio of
CF is only 98.2%, while the load factors of IVCF and DVCF
can reach near 100% and 99.85%, respectively. Compared with
CF, IVCFi (i=1,2,. . . ,6) in Fig. 5(a) and DVCFi (i=1,2,. . . ,8)
in Fig. 5(b), can improve space utilization significantly. Fur-
thermore, the load factor of DVCF degrades when the filter
size decreases, while IVCF has no such problem. We also
calculate all load factor values of a filter with different r.
As shown in Fig. 5(c), the α of IVCF and DVCF, increase
consistently when r grows. Besides, with the same r, the load
factor of IVCF is slightly higher than that of DVCF. The
experiment result of IVCF is a set of discrete points because
IVCF cannot continuously adjust two bitmasks. Since r has
no impact on DCF, DCF has a constant load factor as VCF.

2) Time Consumption: Lookup time consumption. In the
lookup experiments, we fix the number of both slots in
filters and dataset size as 220. Fig. 6 shows the average time
consumption for each lookup in the following two cases: 1)
100% of existing items; 2) 50% - 50% mix of existing and

CF

(a) Lookups for existing items.

CF

(b) Lookups for mixed items.

Figure 6. The time consumption of item lookup with different r.



(a) Insert time of IVCF. (b) Insert time of DVCF.

CF

(c) Comparison of IVCF and DVCF.

Figure 7. The time consumption of item insertion for IVCFs and DVCFs, with respect to the filter size.

CF

Figure 8. The average number of eviction for item insertion of IVCFs and
DVCFs when the filter size is fixed as 220.

alien items. Results show that the lookup time overhead of
IVCFs is constant 0.06× and 0.08× more than the standard
CF for positive and mixed lookups, respectively. The reason
is that, for any given item, no matter whether the number of
its candidate buckets increases successfully or fails, its lookup
needs to operate on all four buckets (which may be duplicates).

The lookup time of DVCFs has a significant positive re-
lationship with the value of r, which ranges from 0.125 to
0.9844. In general, the lookup performance of both IVCF and
DVCF is slightly inferior to CF, and a major inefficiency is
resulted from the number of candidate buckets. IVCF outper-
forms DVCF when r > 0.8 because DVCF needs an additional
judgment before each lookup. Furthermore, comparing Fig.
6(a) and Fig. 6(b), those negative lookups consume more
time as they need to access more candidate buckets. All
VCFs perform better than DCF in lookup since indexing the
candidate buckets in DCF is more complicated.

Insertion time consumption. To better analyze the results
in Fig. 7, we use E0 to represent the average times of evicted
operations. Fig. 8 shows that E0 of VCFs drops sharply as
r increases. This phenomenon means that the VCF algorithm
can significantly reduce the kick-out and reinsertion operations
when r grows. For example, the E0 of VCF is about 1.27
while this value of CF achieves 12.8, and these numbers are
close to analysis results in Section V-C. The E0 of DVCF is
slightly larger than that of IVCF, reaching almost 2.0 when
r is larger than 0.7. This result shows that the cuckoo hash
collision caused by IVCF is less than DVCF.

Fig. 7 further illustrates the insertion performance by quan-
tifying the insertion time. VCF can nearly cut the insertion
time by half, compared to CF. The reason is that VCF reduces

CF

Figure 9. The false positive rate with respect to the r, when the filter size
is set as 220.

unnecessary fingerprint reallocation and hash computation by
indexing more candidate buckets for each item. In Fig. 7(c),
for each item insertion, IVCF takes about 10% less time
than DVCF when r > 0.8. Although DCF also reduces the
evictions, it consumes twice as much time as VCF due to its
complex indexing algorithm.

3) False Positives: We construct a new dataset D, which is
composed of 220 items that are also randomly chosen from our
experimental dataset. Note that the items in D are not inserted
into the filters. So the ratio of the positive query results, i.e.,
ξ′ represents the false positive rate of the filter.

Fig. 9 shows the linear relationship between ξ′ and r. The
false positive rate of IVCF and DVCF are similar. Both of them
increase with the growth of r. The reason is that VCFs need
to check more candidate buckets than CF, which increases the
probability of fingerprint collisions.

4) Impact of Parameters in VCF: We conduct extensive
experiments to quantify the impact of parameters in VCFs.
We first compare the total insertion time consumed by these
filters with different hash functions: FNV hash, MurmurHash4,
and DJBHash5. Setting r of IVCF and DVCF to the maximum,
the experimental results are summarized in Table IV.

Table IV shows that our VCF methods outperform the stan-
dard CF in terms of insertion time even when different hash
functions are employed. Compared with CF, the insertion time
is reduced by half when using the FNV hash and DJBHash.
However, this advantage is somehow degraded when using

4http://blog.teamleadnet.com/2012/08/murmurhash3-ultra-fast-hash-
algorithm.html

5http://www.cse.yorku.ca/ oz/hash.html



Table IV
TIME OVERHEAD OF VCFS WITH DIFFERENT HASH FUNCTIONS.

CF IVCF DVCF

FNV hash 44.6s 26.7s 26.1s
MurmurHash 67.7s 48.2s 48.5s

DJBHash 38.2s 20.1s 19.6s

Table V
THE COMPARISON OF k-VCFS.

k 2 4 5 6 7 8 9 10

α (%) 88.7 94.0 95.1 95.7 96.3 96.7 96.9 96.8
time (s) 17.7 18.7 20.4 23.0 20.4 22.4 24.0 22.0

MurmurHash. This phenomenon implies that different hash
functions lead to diverse performance for VCFs.

We also compare the load factor and the total insertion
time consumed by k-VCFs with different k. Specifically, we
first fix the fingerprint length as 16 bits, set the reallocations
threshold as 0, and vary k from 2 to 10. Table V shows the
experimental results of space utilization and total insertion
time consumption of k−VCFs. Even without reallocations, the
load factor of k−VCF achieves nearly 97% when k ≥ 9. The
result also shows that a larger k can help k−VCF to achieve
a higher load factor at the cost of longer time consumption.

VII. CONCLUSION

This paper reports VCF, a novel variant of Cuckoo Filter,
targeting insertion-intensive scenarios such as online applica-
tions. VCF provides more candidate buckets to each item by
utilizing vertical hashing. The Vertical Cuckoo Filter improves
the standard Cuckoo filter in three ways: 1) higher load
factors and less space overhead; 2) better insertion perfor-
mance; 3) more flexible trade-off strategies to fit the dynamic
requirement. Besides, VCF provides a methodology using one
hash function for many sketches rather than independent hash
functions. With the accurate representation and constant-time
lookup/insertion features inherited from CF, VCF improves
insertion throughput for frequent insertion and deletion.
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