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ABSTRACT 
In recent years, GPU (Graphic Processor Unit) has 

become an import accelerator for conventional 
applications. User has to program in GPU-based 
environments, such as CUDA, and it usually requires 
detailed tuning for good performances. Also since GPU 
has high Single Precision (SP) performance while its 
Double Precision (DP) performance falls short, it has 
limited application in scientific computing. 

In this paper, our algorithm aims at accelerating the 
solving of dense linear equation on hybrid CPU-GPU 
system. We adopt iterative refinement to utilize the 
high SP capability of GPUs while achieving DP 
precision requirements. Specifically, we implement 
algorithm with utilize both GPU and CPU for 
computation-intensive parts by overlapping 
computations. Its performance reaches up to 236 
GFLOP/s, which is by far better than the result 
achieved by DP-only algorithms. 
 

1. INTRODUCTION 
Throughput-oriented architectures, such as GPUs, 

are becoming a ubiquitous accelerator for the 
computational tasks in scientific applications. 
Compared with traditional CPUs, GPUs have much 
higher peak performance and bandwidth. But due to 
limited need in graphics applications, GPUs usually fall 
short in double-precision performance. For example, 
the single-precision floating point (SP) 
peak-performance of NVIDIA Tesla C1060 
approximately gets up to 1 TFLOP/s, while its peak 

performance in double-precision floating point (DP) is 
about 78 GFLOP/s. While GPUs have much higher 
peak performance than their CPU counterparts, it also 
poses much difficulty for the effective exploitation of 
the potential performance. Currently GPU has been 
adopted extensively in application domains such as 
medicine, hydromechanics and scientific computing.  

Solving dense matrix-based linear systems is a 
common computational problem, which arises from 
various applications. Direct methods are usually used 
for this problem and they are mostly based on LU 
factorization, combined with pivoting for numerical 
stability concerns. There are two difficult points during 
the design. The first is there is no efficient 
programming standard of CPU-GPU model. While 
GPU has high peak performance, good performance for 
a certain real application requires careful workload 
analysis and tuning. The other point is that most 
scientific applications, including solving linear systems, 
usually require DP due to accuracy needs. While the 
huge gap between the SP and DP performance on GPU 
will always remain (currently 1:8), it is the key to high 
performance for the application to design algorithms 
which can adopt the high SP performance effectively 
while achieving desired accuracy. 

In this paper, we design the dense linear system 
solver which utilizes the parallelism in both CPU and 
GPU. It can achieve overall DP precision through more 
efficient SP-based operations of the GPU. The 
proposed solver adopts the precision control with 
norm-based criterion, which is also adopted by the 
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famous LINPACK solver [1].  
There are some existent theories and algorithms to 

try to solve the two problems above. Base on the GPU 
architecture, Volkov and Demmel [2] illustrate efficient 
way of dense linear algebra on GPU. Based on detailed 
tuning, the matrix-matrix multiply routine achieves up 
to 60% of the GPU peak-performance. Also the SP and 
DP performance of the matrix LU factorization on 
hybrid CPU-GPU algorithm uses blocked right-looking 
matrix LU factorization scheme [3]. Its performance 
can achieve 51% of the GPU peak-performance.  

The other work to solve the second problem above 
is that Kurzak and Dongarra [4] propose the 
mix-precision and iterative-refinement algorithm. On 
conventional CPUs, iterative refinement has the benefit 
of lower cache/memory-bandwidth usage, higher 
SIMD parallelism, and less complexity in computation. 
In [7] it is applied to CELL processors, which shows 
the performance of nearly 100 GFLOP/s [7].  

In our work, iterative refinement is carried out on 
CPU-GPU platform, base on Volkov’s LU algorithm. 
Block-form of forward/backward substitution is tuned 
on CPU-GPU to allow computation overlap. 
Experiments show that it achieves up to 236 GFLOP/s 
on the platform with NVIDIA GTX280 and Intel Core2 
Quad Q6600. 

The rest of this paper is organized as follows. 
Section 2 details the design of our algorithm. Section 3 
covers the experiments, including environment, 
performance results and analysis. Section 4 concludes 
the paper and describes future work. 

 

2. ALGORITHM DESIGN 
LU factorization-based linear system solver requires 

three steps. Suppose the system has the form of Ax b= . 
First is LU factorization PA LU= , where P is a 
permutation matrix, and L andU are lower and upper 
triangular matrices, respectively. In our implementation, 
we follow the GPU-based LU factorization algorithm 
designed by Volkov and Demmel [2]. The second step 

is forward elimination/substitution to solve Ly Pb= . 
The last step is backward substitution to solveUx y= . 

The algorithm in [2] can achieve 51% of the peak 
performance of the GPU, but it has a much lower 
performance for DP matrices than for SP ones.  

The iterative refinement algorithm based on SP and 
DP [4, 7] is shown in Fig.1. Matrices and vectors with 
footnote of (32) denote the precision of that data is in 
32-bit, i.e., SP; others without that notation are in DP. 
Mix-precision is adopted in that: (1) SP is used for 
factorization, forward substitution and backward 
substitution, while (2) DP is used for the updates of the 
solution and the convergence test. The refinement over 
the solution is carried out through the iterations. Each 
iteration involves forward substitution and backward 
substitution (formula (2) and (3) in Fig. 1). The 
iteration terminates when the solution satisfies the 
convergence test, i.e., the residue is small enough. 

 

Fig. 1: Iterative-refinement algorithm. 
 
Careful arrangement of the CPU-GPU interplay is 

also a key design point for achieving high performance. 
While the time-consuming parts are offloaded to GPU, 
at the mean time CPU can perform tasks that can be 
overlapped with those on GPU. 
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Due to performance considerations which are also 
shown in [2], blocking processing of the diagonal part 
of the matrix is necessary to achieve higher 
performance. The diagonal blocks in size of nb nb×
are factorized into L and U parts. For performance 
considerations, the inverse of these matrices are formed 
explicitly if needed. In this section, we discuss the 
specific design of the steps in the iterative refinement 
using CPU-GPU based platform.  
 
2.1 Blocked backward substitution algorithm 

The idea of this algorithm bases on that the 
execution on CPU and GPU can be overlapped. We 
divide the vector b to some sub-vector of nb length. 
While the CPU solves every new subpart of the 
solution, GPU also updates the relevant part in the 
redundant vector. 

Fig.2 shows the scheme of the blocked backward 
substitution. The bottom part of vector b  (gray) 
represents part that has been solved. The nb length 
sub-vector (yellow) represents that it is been solving 
now and corresponding nb nb×  upper triangle matrix 
is iU . The top part of vector b  (green) represents part 

to be solved later. The panel part (red) represents the 
data used to update the top part of vector b  (green) 
before solving the next block. 

 

 
Fig. 2: Blocked backward substitution algorithm. 

 
This procedure iterates over subparts with length nb . 

In each iteration, the solving procedure is as below: 
1. Call LAPACK strsv  function to solve 

i i yellowU z b⋅ = (yellow part) on CPU, i.e.,  
formula (3) in Fig.1. 

2. Base on the new nb  length solution iz to 
update the original solution ix , i.e., formula (4)  
in Fig.1. 

3. Update partly the redundant vector r on GPU. 
(Fig. 1 formula (1) solver) 

4. Update the next solving vector part on CPU. 

green green red ib b Panel x= − ⋅ . 
The update of r in step 4 is to compute 

ir b subA x= − ⋅ on GPU, where subA is a sub-matrix of
A  of size as nb N× . Step 4 updates the rest part of 

vector b based on the red panel and new solution ix . 
The algorithm is outlined as Fig. 3. 

 
Fig. 3: Blocked backward substitution algorithm. 
 

In this algorithm we use GPU to compute the 
double-precision floating point arithmetic part (Fig. 1 
formula (1)). There are two reasons to this design: 

1. The upper triangle matrix iU is not a unit 

                                                             
 http://www.netlib.org/lapack/single/strsv.f  

Step1: 

64nb =  //update solutions 64 items a time 

Allocate memory for b and ix on GPU 

Step2: 

FOR i = 1 : nb : N //length of vector b is N 

compute the length l of solving vector yellowb   

i i yellowU z b⋅ =  on CPU 

i i ix x b= + , then transfer it to GPU 

[1: ] [1: ] [1: ][1: ] (1: )subi ir N r N A N l x l= − ⋅  

IF greenb length > 0 

 green green red ib b panel x= − ⋅  (on CPU) 

END IF 

END FOR 

Step3: 

Transfer updated r from GPU to CPU 
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triangular matrix. Divisions are necessary 
during the solving progress. However, the 
division of GPU single-precision floating point 
has 1-2 ulp inaccuracy [5]. This may have 
negative effect on the convergence of iterative 
refinement. 

2. The peak performance of DP on GPU is higher 
than CPU, which is also witnessed by the case. 

One side-effect of the algorithm is that we must 
store a copy of DP floating point parameter matrix A in 
GPU memory, causing extra overhead. 
 
2.2 Blocked forward substitution algorithm 

In matrix LU factorization routine on CPU-GPU 
system, Look-Ahead [6] is an effective technique to 
overlap the execution of CPU and GPU. Its basic idea 
is that blocking the data and after CPU solves a current 
block, according to the result, GPU update the block in 
prior which will be used by CPU for the next iteration. 
When GPU finishes, the data is immediately 
transferred to CPU so that CPU can begin the  
computation of the next block as soon as possible. 
Then GPU continues to the update of the rest part. 
Thus in our algorithm, we use this method to optimize 
the forward substitution algorithm (formula (2) in Fig. 
2).  

 

Fig. 4: Blocked forward substitution algorithm. 

Shown in Fig.4, the vector r is divided into 
sub-vectors of length nb , due to the blocking of L . So 
forward substitution consists of iterations which loop 
over subparts of length nb . At each iteration, the 
updating process is as follows: 

1. Pivoting with permutation matrix P  
2. GPU update the last loop rest part of vector r

(yellow and red part ) 
3. Call strmv  update nb length sub-vector (green) 

1
i i ir L r−= ⋅ on CPU, where iL is nb nb× size 

lower triangle matrix. 
4. [1: ][1: ]yellow yelow sub yellowr r L nb nb r= − ⋅

Look-Ahead. Update the nb length sub-vector 
(yellow) which would be updated on CPU next 
loop on GPU. . 

In step 3 above, the updating on CPU need compute 
the inverse matrix of iL . For nb that is not large, it is 

beneficiary to generate its inverse explicitly, which is 
carried out in the factorization procedure.  

Forward substitution is shown in Fig.5. 
 

 
Fig. 5: Structure of blocked forward substitution 
algorithm. 

Potential performance degradation may arise from 

                                                             
 http://www.netlib.org/lapack/single/strmv.f  

Step1: 

Perform permutation P on CPU 

Step2: 

FOR i =1: nb: N 

Compute the vector length l  

IF i
yellow redr + length > 0 

 1i i i
yellow red yellow red subi greenr r L r −

+ += − ⋅ on GPU 

END IF 
1i i

green i greenr L r−= ⋅ on CPU 

IF i
yellowr length > 0 

[1: ][1: ]i i i
yellow yellow subi yellowr r L nb nb r= − ⋅  

END IF 

END FOR 

Step3: 

Transfer vector r from GPU to CPU 
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two aspects:  
1. In this algorithm, most of the arithmetic is 

vector-matrix computation. Due to the high 
bandwidth requirement is the bottleneck, GPU 
will have lower potential for speed-up. 

2. According to experiments, SP operations on 
GPUs usually fall short compared with CPUs, 
which may affect convergence and iteration 
count. 

 
2.3 Linear system solving algorithm 

 

Fig. 6: Structure of linear equation solver algorithm 
with iterative-refinement on CPU-GPU system. 
 

The proposed linear equation solver algorithm is 
outlined in Fig.6. It mainly consists of 3 subparts: LU 
factorization in SP on GPU, forward and backward 
substitution using both CPU and GPU. We take the 
convergence threshold as that used for the test for 
LINPACK benchmark, i.e., if the solution acquired 

satisfies: (1)
Ax b

O
A b n ε

−
=

⋅ ⋅ ⋅
, where ε is the max 

number which makes 
0

max (1 ) 1float
ε

ε ε
>

= + = , then 

the iteration is considered to have converged. This 
criterion guarantees that our algorithm can achieve DP 
precision. 

 

3.  EXPERIMENTS 
The experiment environment is shown in Table 1. In 

our experiment, we compare our GPU accelerated 
algorithm with the sequential algorithms utilizing 
CPUs. These include both backward substitution 
solving and forward substitution updating. 

 
Table 1: Experiment environment 

Configuration Parameter 

CPU 
CPU frequency GHz 

CPU memory (GByte) 
GPU 

GPU memory (GByte) 
PCIe version 

CUDA Version 

Intel Core2 Quad 6600 
2.4 
4 

NVIDIA GTX 280 
1 

PCIe1.1 ×8 
Release 2.1, V0.2.1221

CUBLAS Version 2.0 
ICC Version 

Intel MKL Version 
11.0 

10.1.1.019 

 
3.1 Result and analysis 

The performance of various algorithms combination 
is shown in Fig. 7. The corresponding iteration counts 
is shown in Fig. 8. According to Fig. 7, the effective 
double-precision floating point operation count per 
second of our algorithm is close to 236 GFLOP/s. This 
corresponds to 37.8% of NVIDIA GTX 280 
single-precision floating point peak-performance. 
NVIDIA GTX 280 double-precision floating point 
peak-performance is approximate 78 GFLOP/s. Thus 
the performance of our mixed-precision and 
iterative-refinement algorithm is much better than the 
theoretical peak performance for the double-precision 
floating point operations on the GPU. 

 

Step1: 

Generate random matrix A and vector b in double 

precision. 

32 32, ,A b A b←  

Step2: 

 32 32[ | ]A b matrix LU factorization 

Step3: 

 REPEAT 

 IF iterative number > 0 

Blocked forward substitution, to update r  

END IF 

Blocked backward substitution algorithm  

Update the solution and compute residue norm 

 UNTIL residue norm < threshold 
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Fig. 7: Performance comparison      Fig. 8: Comparison of iteration counts 

 
In Fig. 7, the performances which use blocked 

backward substitution solving algorithm get up to 236 
GFLOP/s, showing a 20% increase in performance 
compared with the CPU-based counterpart.  We also 
compare the performance of 2-level Look-Ahead in 
matrix LU factorization with 1-level Look-Ahead. The 
result illustrates that there is no apparent performance 
difference between them. 

In Fig. 7, we observe that the performance of 
blocked forward substitution updating algorithm is 
similar with that of the common updating algorithm 
with Intel MKL on CPU. Even when the dimension of 
matrix is not large, it is slower than the CPU updating 
algorithm. Moreover, in Fig. 8, we can observe that the 
iteration counts achieved by our blocked updating 
algorithm shows higher variation. To the opposite, the 
iteration counts of CPU-based updating algorithm are 
monotone increasing and lower than our CPU-GPU 
updating algorithm. A more interesting phenomenon is 
that our CPU-GPU updating algorithm converge very 
quickly at N=8000. This result verifies our worried 
situation in section 2.2. The theoretic explanation is a 
part of our future work. 

In Fig. 8, we observe that all experiments converge 

in finite times. This is because the random number 
generator guarantees that the numbers are not 
correlative. Moreover, the pivoting guarantees potential 
breakdown of the algorithm. For full-rank matrices 
which are not ill-conditioned, iterative refinement will 
show good performance. For ill-conditioned matrices, 
DP-based factorization shall be the last resort if 
convergence problem happens for iterative refinement. 
 
4. CONCLUSION AND FUTURE WORK 

In this paper, we implement the dense linear 
equation solver algorithm with mixed-precision and 
iterative refinement on hybrid CPU-GPU system. The 
effective performance reaches 236 GFLOP/s. We 
design GPU accelerated blocked forward and backward 
substitution algorithm. Experiment results show that 
the proposed blocked-backward substitution can 
achieve high performance and good computation 
overlapping. Also there is potential enhancement for 
the blocked-forward substitution updating algorithm. 
Utilizing the high performance of SP operations of 
GPU to achieve DP accuracy by means of algorithmic 
design is an effective way for exploiting GPUs for 
scientific applications.. Also we will focus on 
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multi-GPU and multi-CPU based algorithms to deal 
with larger linear systems in the future. 
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